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Abstract - This paper illustrates that the effective chip yield 
(memory) can be improved up to 10x by incorporating error 
tolerance in the system design rather than incorporating design 
for yield at the circuit stage.  The proposed approach 
leverages the fact that some applications – by construction - are 
inherently error tolerant and therefore do not require a strict 
bound of 100% correctness to function. This concept is 
elaborated upon using a wireless communication system 
framework as a case study for application aware yield 
enhancement.   
 

1. Introduction 
 We are experiencing an unprecedented growth in on chip 
circuit device densities as well as applications that depend 
on these devices. The main driving force for this growth is 
reduction in feature size of electronic components that 
constitute these systems. Another emerging thrust is the 
fabrication of nanometer devices which eventually will lead 
to billions of transistors integrated on the same physical die. 
One area that has benefited greatly from this miniaturization 
process is embedded random access memory (RAM). It is 
this readily available memory that allows applications 
envisioned impossible in previous eras to now become 
feasible and practical to implement. There is a general 
industry trend to have system on a chip (SoC’s) solutions 
that are mostly dominated by memory. In fact, it is expected 
that by the year 2014 (94%) of an application specific 
integrated circuit (ASIC) will be memory �[1]. 

In an effort to squeeze more memory onto a single die it 
is now acceptable practice to push design techniques to the 
boundary of their physical limits, creating extremely dense 
memory structures. While saving area and power, the effect 
on chip yield and reliability is drastic. It is a well known 
design challenge �[2] that as the on chip memory increases in 
size the yield of the entire array declines rapidly. This effect 
becomes more pronounced in smaller geometry ASICs 
below 90 nm due to the proximity of the devices as well as 
the myriad of advanced techniques used to allow such a 
small geometry. This reality will become even more 
dominant in nano-devices where the defect density per 
square millimeter is expected to increase exponentially due 
to the high device density attainable by this technology �[3]. 
While the increase in defect density will affect both logic 
and memory structure, defect densities associated with 
memories will have a detrimental effect on chip yield and 
reliability due to the reasons outlined previously.  Key 
scaling concerns that have been voiced in industry and 
academia include increasing process variation, defect rates, 
infant mortality rates and susceptibility to internal and 
external random stimulus (noise).  One of the most 
prominent challenging by-products of feature scaling that is 

proving extremely difficult to manage is the random 
placement of dopants, that results in variations of transistor 
threshold voltages that are in close proximity of each other 
(intra-die variation). In advanced technologies, the 
concentration of dopants is down from several thousands per 
transistor to literally a few hundred. These atomic-level 
intrinsic fluctuations cannot be eliminated by external 
control of the manufacturing process and are expected to 
severely affect minimum geometry transistors (which are 
used extensively in SRAM cells) leading to cell failures and 
further degradation in yield.  

In this paper, we present an review of conventional 
approaches used to deal with memory defects. We then 
discuss their shortcomings in the presence of a large defect 
density and present defect tolerant system design as a viable 
approach to relaxing the 100 % correctness bound that will 
soon become impossible to satisfy. The paper is organized as 
follows, section 2 presents a summary of conventional 
approaches to memory failures, section 3 then presents the 
proposed approach including a discussion of a sample 
wireless application. The system setup is explained and 
simulation results are presented which illustrates the yield 
improvement. Finally, section 4 concludes the paper.  

 
2. Conventional Approaches to Memory Failures 

 Classically, failures in memory cells are categorized as 
either of a transient nature dependent on operating 
conditions or of a fixed nature due to manufacturing errors. 
Symptoms of these failures are expressed as 1) Increase in 
cell access time, or 2) unstable read/write operations. In the 
classical sense, fixed errors are predominant with a minority 
of the errors introduced due to transient effects. This model 
cannot be sustained as scaling progresses due to the random 
nature of the quantum fluctuation of dopant atom 
distributions. In fact, as indicated previously, scaling effects 
can have detrimental effects on transistors that are 
co-located within one cell. Furthermore, these effects are a 
strong function of the operating conditions (voltage, 
frequency, temperature etc.)  There are a multitude of 
techniques that have been extensively studied in literature to 
counteract memory failures, such as redundant 
rows/columns and the use of error correction codes (ECC). 
However the underlying assumption made by these 
approaches is that the errors are predominantly fixed in 
nature with a minority being transient.  
 In conventional redundant rows/columns approach, 
faulty rows/columns are detected and replaced by spare 
functional rows/columns to improve yield. These 
redundancy techniques have performance overhead as well 
as having a limitation in the number of faulty rows/columns 
that can be handled.  It has been shown in literature that 
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row/column redundancy is an in-effective means of handling 
errors caused by parameter variation �[4]. A main reason for 
this result lies in the fact that the nature and distribution of 
these parameter induced faults are not static but rather 
depend on the operating condition, which renders a static 
correction method such as row/column redundancy 
ineffective.  
 An alternative approach is ECC which is employed in 
memory architectures to correct for transient faults (soft 
errors).  This is a dynamic system that can adapt to the 
changes in parameter variations, however the drawback is 
that most ECC systems can correct only a single error, and 
therefore will be insufficient in handling the high volume of 
errors expected in nanometer designs with high levels of 
integration. 
 Throughout the semiconductor industry there is a 
revived interest in creating new approaches and 
methodologies for memory dominated SOC design and 
verification albeit with a modified vision of the concept of 
yield. In this new vision, a chip does not have to be 100 % 
error free to be declared functional, but rather the system is 
designed to be either fault or defect tolerant to various 
degrees. The common goal of all existing defect tolerant 
(DT) and fault tolerant (FT) approaches for a specific 
module is to mask effects of defects within a module such 
that the output of the module is deterministically always 
correct. This vision of having FT and DT architectures is not 
new in itself. In fact, it dates back to early work of pioneers 
such as Von Neumann. What is novel, is the concept that 
some applications – by construction - are inherently error 
tolerant and therefore do not require 100 % correctness. This 
inherent error tolerance should be exploited to relax the 
constraints on the circuit designers. By understanding the 
nature of this error tolerance, new architectures can be 
envisioned that can be declared fully functional as long as 
the maximum error tolerance is bounded. The output does 
not necessarily have to be always deterministically correct. 
Examples of these applications are wireless devices, where 
the system has to deal with the randomness and harshness of 
a wireless channel that introduces strong fades in the 
received signal. Another example is multimedia applications, 
where human perception can mask small errors in sound and 
vision therefore the system can tolerate errors to some extent. 
The difference between the two presented examples is that 
in the former example the system by construction is 
designed to be error tolerant while in the latter the intended 
recipient is error tolerant (human perception). There is a 
broad base of applications that follow the same logic with 
the common theme that the output of a module need not be 
100 % correct, rather the system is declared functional if its 
error performance meets a specified threshold. In the 
following sections, we will illustrates how this concept can 
be used to meet system design criteria while achieving 
defect tolerance.  
 

3. Proposed Approach 
3.1 Application Aware Yield SoC Methodology 
 

 Figure 1 illustrates a typical wireless communication 
application in which data is received from an application, 
undergoes digitization (if received from an analog source 

such as a microphone etc.) followed by an initial source 
coding to optimally convey the information presented by the 
source. Calculated redundancy is then added to protect the 
data from channel impairments, this stage is appropriately 
called channel coding. Typically for most wireless 
application this encoding process is performed by either a 
Viterbi or a Turbo encoder, however a multitude of channel 
codes exist that address this issue. Following this stage, data 
is packetized correctly and converted to an analog form to 
be transmitted over the air.  The wireless channel itself is 
harsh and suffers from both average and instantaneous 
propagation losses that can reach up to 40 dB in magnitude 
under certain conditions.  
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Figure 1 Wireless System 

The analog front end of the receiver compensates for 
average propagation losses prior to digitizing the signal and 
presents the digitized stream to the baseband digital modem. 
The modem applies the appropriate estimation techniques to 
estimate the transmitted stream and presents these estimates 
to the decoding section. Once again, these channel decoders 
are typically either Viterbi or Turbo decoders that utilize the 
inherent redundancy in the received stream of data to 
correctly decode the data and generate a stream that is quasi 
error free.  Following channel decoding, the error rates are 
typically 10-3 or 10-4 depending on the application at hand. 
 The performance of channel decoders is specified by 
curves that indicate how much energy should be transmitted 
to guarantee a specific quality of service (QoS).  A sample 
curve is presented in Figure 2, for a rate ½ four state turbo 
code over a wireless channel (Rayleigh Channel). For a 10-4 
bit error rate (BER), a drastic reduction in transmitted power 
is possible by utilizing coding. This is due to the structured 
redundancy that the Turbo codes insert in the data streams, 
thus allowing the decoders to recover from serious errors 
introduced by the channel. In fact, for 10-4 bit error rate, 
Turbo codes allow us to reduce the power by up to 20 dB 
(100 times) and still meet the target performance.  
 When discussing memory faults with this background of 
wireless communication one can immediately extract a 
synergy in approach. In memory architectures, redundancy, 
either data redundancy (ECC) or hardware redundancy 
(BIST/BISR) are used to protect against manufacturing 
faults, whereas in wireless communication this redundancy 
is inherent to the way the data stream is communicated. This 
inherent redundancy can be exploited to allow key 
memories within an SoC to be defect tolerant. Obviously, 
not all memories can be defect tolerant, for example, control 
memories that supervise the operation of the SoC have to be 
error free, similarly processor program memory for the 
processor have to be error free. However, data buffering 
memories can be defect tolerant, since the data stored within 
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these memories will be processed eventually by the channel 
decoder. In fact, data buffering memories constitute the bulk 
of the memory in wireless applications, typically consuming 
more than 80 % of available memory resources �[5]. 
 

 
Figure 2 Coding Gains 

The benefits of this approach are threefold: 

� Cooperative redundancy at both the circuit and 
application level will allow minimizing or even 
alleviating the use of costly memory redundancy 
techniques for key data memories within an SoC. In fact, 
given the anticipated rise in device densities in the 
coming decade, defect tolerant computing might very 
well be the only feasible approach.  

� Yield improvement: Relaxing the 100% correctness 
constraint will drastically improve the effective chip 
yield and will recover chips that were previously 
deemed useless.  This will have several benefits. 1) 
Economic benefits for chip manufacturers, 2) Shorter 
technology cycles for chip foundries. 

� New methodologies: By factoring in yield issues as a 
design parameter, new methodologies can be 
envisioned whereby the system designer is cognizant of 
the error tolerance of selected memory in the design 
flow. This allows exploring system level tradeoffs such 
as modifying system redundancy techniques (e.g. 
increasing coding gains or using alternative 
architectures) to relax yield constraints and ensure 
meeting specific performance metrics. 

 
3.2 System Setup  
 

 To quantify the promise of using system redundancy to 
compensate for circuit faults a simulation was setup to test 
different system coding schemes with various error 
configurations in the memory used to store data samples. 
The system setup is illustrated in Figure 3. A random bit 
generator is used to generate data bits that are fed to a 
channel encoder, the output is then fed into an AWGN 
channel to simulate a channel. The resulting samples are 
then scaled and passed to a quantizer. This process mimics 
the performance of an automatic gain control circuit 
followed by an analog to digital converter. The quantized 
samples are then stored into a memory where contents of bit 

locations can be flipped according to any required statistics 
(e.g. uniform or Poisson etc.). This part of the simulation is 
intended to simulate data memory faults. Finally the output 
is fed into the appropriate decoding scheme and the 
generated bit stream is compared to the original transmitted 
stream to generate a final bit error rate measurement for 
different signal to noise (SNR) ratios. The simulator can 
support both Viterbi and Turbo channel codecs. In future 
research, this simulator will be expanded to cover 
parametric fault models for memories such as effects of 
variation of threshold voltage etc.  

 
Figure 3 Simulator Setup 

3.3 Simulation Results 
 

 Figure 4 illustrates the results obtained using a rate ½ 
RSC (recursive systematic convolutional) turbo encoder and 
decoder, with a code block size of 5000 bits.  Random 
information bits are generated and passed through the 
system described in Figure 3. A Log-MAP algorithm is used 
by the decoders. From the figure, it can be seen that to 
achieve a  probability of error of 10-3 a receiver with an 
error-free memory model (P=0) needs a minimum of 1.35 
dB of SNR, while for a receiver that has up to 1 % memory 
defects, the receiver requires 2.5 dB.   

 
Figure 4 Turbo Codec 

 Figure 5 illustrates the same results for a rate ½ Viterbi 
decoder with K=7 and a trace-back length of 46 stages. 
From the figure, it can be seen that to achieve 10-3 a perfect 
memory model needs approx. 4.5 dB while a system with 
1% memory faults requires 6 dB.  The most important 
result to note is that in both cases system parameters could 
be modified to achieve a desired BER in the presence of 
hardware defects.  
 To better understand the impact that co-operative 
redundancy will have on system design the next section will 
present a brief overview on yield improvement using 
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conventional techniques such as ECC and redundancy and 
then contrast that to the tolerance that could be achieved 
used the proposed approach. 
 

 
Figure 5 Viterbi Codec 

3.4 Yield Improvement 

 There are several excellent references in literature that 
quantify yield improvement utilizing techniques such as 
redundancy and ECC�[6],�[7]. Typically yield is analyzed in 
two contexts; in the first case, yield is analyzed based on 
visible defects such as particle impurities that can create 
permanent type errors. In that aspect, �[8] presents an 
analysis of yield based on memory redundancy. The 
interesting result to note is that for a memory designed in 
150 nm technology, as the defect density increases, the gain 
due to utilizing redundancy reaches a maximum of 29 % 
yield improvement at a defect density of 0.6 defects/mm2 
after which the gains from redundancy start to 
monotonically decrease. The is because a) an increasing 
number of defects in the un-repairable circuits lower the 
yield, b) fewer redundant circuits are available for use as the 
defect density increases.  

 In the more general case, the effects of parametric faults 
such as threshold voltage variations are taken into account, 
for example, �[4] studies the effects of parametric variations 
on memory yield and presents an analytical model for yield 
calculations. The structure under test was a 64 Kbyte cache 
memory. An interesting result indicates that by only 
depending on redundancy (R=0,8,16,32 rows) with 1 bit 
ECC, the system can tolerate a maximum of ≅ 500 defective 
cells which is less than 0.1 % of the entire memory array.  

 In the proposed approach, rather than striving to achieve 
error free operation, co-operative redundancy utilizes 
redundancy that is inherently available in the system to 
mask or minimize the effects of memory errors for specific 
structures. Co-operative redundancy for wireless 
communication applications is particularly suited for large 
data storage memories since eventually all data samples are 
processed by the channel decoder which utilizes this 
redundancy to meet a specific SNR or BER metric. This 
approach leads to significantly larger error tolerance than 

any technique currently used. As a single point of reference, 
it is shown in �[4] that using 32 rows of redundancy with a 1 
bit ECC result in a maximum tolerance of <0.1 % of the 
memory cells.  In comparison, as illustrated in Figure 4 for 
a Turbo decoder with an encoder depth of 3 bits and a code 
block of 5000 bits, co-operative redundancy can tolerate up 
to 1 % error with an impact of <1.5 dB (at 10-3 BER) on the 
overall system.   

4. Conclusion 
  In this paper, we outlined the importance of 
incorporating yield as a system design parameter. We 
presented a case study of a wireless communication system 
where the system redundancy available in the channel 
coders was used to protect against hardware level defects, 
leading to a tolerance of up to 1 % in the memory structure, 
a 10x improvement over conventional methods such as ECC 
and redundancy. With the advent of nanoscale devices, 
100 % functionality will be impossible to guarantee and 
system will have to be designed with defect tolerance built 
in as part of the system specification.  
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